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Abstract. The goal of this paper is to give an intuitive introduction
to the Back Propagation Algorithm. While most part of presentations
focused in describing the algorithm in its full generality, from which
it is difficult to deduce down to earth implementations of the algo-
rithm, we chose to present it in a particular framework from which it
is easy to write a computer implementation and generalize the algo-
rithm to other cases.

1. Introduction

The Backpropagation Algorithm (backprop) is the backbone of much
of the developments in machine learning in recent decades. It is the
fundamental tool which makes learning in an Artificial Neural Network
(ANN) possible. Although there are several presentations of the algo-
rithm, most of them become less than clear from the pedagogical point
of view because, too soon, they follow one of two roads. The first is to
merge the mathematics and the computer code too soon. The second is
to present the algorithm in to its full generality. Computer programming
present always a personal taste that is far from being unanimous. Full
generality most part of the times break up with the details, something
fundamental to a computer program.

An algorithm, as most of mathematical ideas in relation with reality,
suffers from a maturing process, from its naive inception to the straight
and clean code implementation. We believe that it is a guided tour along
this process that can be beneficial for a person that is just stepping in
the subject.

Therefore, we start in sections 2 and 3 with pure mathematical reason-
ing in simple examples of functions with one or several variables. Again,
most part of the ideas in mathematics can be easily generalized from
examples that do not explore particular aspects of the subject. Hence,
we avoid as possible the use of general notation because most part of
the ideas herein may be written without effort in this mode at the cost
of the reading easiness. Because the main goal of this text is to present
the algorithm to newcomers, our choice in style was obvious.

In section 6 the core ideas of the algorithm are presented. These ben-
efit from sections 4 and 5 where a ANN prototype was implemented and
put into action. At section 7 we increased the abstraction because, at
this point, our main goal was to be able to translate the fundamental
ideas gathered up to that moment in a mathematical abstraction that
could easily be transferred to a computer program. We avoid this epi-
logue because of the reasons pointed before. On the other hand, this
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abstraction results in a positive payoff at the moment when the append
of a new hidden layer at the end of section 7 comes painless.

Because the goal of this paper is to beneficial to the person who reads
it, any criticism on the presentation style or on the contents is welcome.
The author does not have the aspiration to write a definitive reference on
the subject, being this above all an useful exercise for the author itself.
If someone else may profit from this exercise we will feel grateful.

2. Differentials and Compositions in Single Variable

Let f : Df ⊆ R → f(Df ) ⊆ R be a differentiable function. At a point
x0 ∈ Df , the tangent line to the graph of f is defined by the equation

y = f(x0)+ f ′(x0)(x − x0).

This line can be used to compute approximations of the function f for
points near x0. Suppose for example that x1 ∈ Df is near x0. If y0 is
the value of the tangent line when x = x0, we have that y0 = f(x0). For
x = x1 the analogous value y1 will be given by

y1 = f(x0)+ f ′(x0)(x1 − x0).

If we denote dy = y1 − y0 and dx = x1 − x0 we have the fundamental
relation1 dy = f ′(x0)dx. However, we intend to use this relation in a
different perspective. The next example exposes our goals.

Example 1. Consider the function f(x) = x2 defined in the interval
[0,+∞[. Suppose that we want to find the value of x∗ such that f(x∗) =
8. We can start by shooting a value through the function and see what
happens. Shooting x0 = 3 we get f(x0) = 9 that is relatively closer
to the desired value. Because the function f is increasing, and because
f(x0) > 8 and f ′(x0) > 0, we need to correct x0 to a new value at its left
x1 = x0 − dx. This will lead us to, because dx << 1 then (dx)2 ≈ 0,

f(3− dx) = (3− dx)2 = 9− 6dx + (dx)2 ≈ 9− dx.
To reach our goal we need to have

f(3− dx) ≈ 9− dx = 8 a dx = 1
6
.

Continuing with this process, we would reach the approximation

x3 = 2.8284271247461903, f (x3) = 8.000000000000002.

In the previous example we were able to compute the value x∗ such
that f(x∗) is closed to the desired value. That is not such an achieve-
ment and clearly there are more efficient methods to do it. What is
interesting is the method that we have used. We shot an initial value

1In Calculus it is usual denote this differences by ∆y and ∆x, respectively, while dy
and dx are reserved for what is called infinitesimal quantities. Because our ultimate
goal is to compute these values, for us dx represents the smallest difference between
two numbers in computer representation. So we are always working in maximum
precision. This spirit is similar to the one used, for example, in Financial Mathematics,
where dt represents the smallest amount of time in which a change in an asset price
can occur.
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through the function, we saw the result and after we look back to cor-
rect the initial value for a new shot. Our next goal is to do it through a
composition chain of functions as showed in figure 1.

Dφ φ(Dφ) ⊆ Df f(φ(Dφ))

dt dφ df

φ f

Figure 1. Precomposition of φ.

Example 2. The idea is similar to the one presented in example 1, with one
additional step. Suppose that, for a give f∗, we want to find x∗ such that
f(x∗) = f∗. As in the previous case, we start with a value t0 from which
we produce successively φ0 = φ(t0) and f0 = f(φ0). Now suppose that
f0 > f∗. We need to update the value of φ0 to get a better approximation
of the desired value. Again, we will proceed doing

f(φ0 + dφ) = f0 + f ′(φ0)dφ = f∗a dφ = f
∗ − f0

f ′(φ0)
. (1)

On the other hand, dφ = φ′(t0)dt. This show us the way we have to
update the value of t0

t1 = t0 + dt = t0 +
1

φ′(t0)

(
f∗ − f0

f ′(φ0)

)
. (2)

We can use this method to find x∗ for f∗ = 8. Starting with t0 = 1.0,
we will have

t7 = 1.4142135623730951, f7 = 8.000000000000004.

There are two important aspects about what we have done here for the
development of our idea. The first is to understand that we reach the
value t∗ by, first of all, shooting it through the top chain in figure 1 and
then, we pulled back the updates at the several stages by the reversed
lower chain in figure 1. This is, essentially, the fundamental nature of
the back propagation algorithm.

The second important point is to remark that we were making (back-
ward) updates using not the functions but the tangent lines approxima-
tions. In the next section we will develop it in higher dimensions.

The chains represented respect the general law that points and tan-
gent vectors push forward while functions and differential forms pull
back. To get a broad perspective through an excellent introduction to
the subject, refer to [4].

3. Chain Rule and Back Propagation in Higher Dimensions

The analogous role performed by the derivative for functions of single
variable it is performed by the gradient for a scalar field f : Rn → R, i.e.

df = ∇fX|dX =
∂f
∂x1

dx1 + · · · +
∂f
∂xn

dxn.
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It is easy to prove that, when f is differentiable, the directional derivative
of f is computed via the dot product of the gradient with the vector that
points to the direction we wish to move. Moreover, the gradient vector
at that point gives the direction of higher increasing and the opposite to
the direction of higher decreasing (see [2] for a complete reference).

To put ourselves at the same position we were in the uni-dimensional
case consider the following example. The ideas contained therein are
easily generalized to other functions and higher dimensions.

Example 3. Considering the function f : R2 → R, f(x,y) = x2+y3. Our
task is to find a point (x,y) ∈ R2 such that, for example, f(x,y) = 3. A
significant difference in relation to the uni-dimensional case is that, except
for local maxima or minima, in a neighborhood of such a point there will
be an infinite number of points (x′, y′) such that f(x′, y′) = 3 = f∗.

The point that we will shoot will be one such that its image by f will
relatively near the value f∗. Let (x0, y0) = (1,1). Then f(xo, y0) = 2 <
f∗. The update will be (x1, y1) = (x0 + dx,y0 + dx) such that

f(x1, y1) ≈ f(x0, y0)+∇f(x0, y0)|(dx,dy) = f∗.

After all the computations, the previous equation leads us to

2dx + 3dy = 1.

Because the best direction we can move is the direction of the gradient, we
choose dx = dy and so (x1, y1) = (1.2,1.2). After N = 10000 iterations,
we are able to find

(xN , yN) = (1.11971927,1.20425301),

for which f(xN , yN) = 3.000209427755353.

In the previous example, because the gradient of f does not vanished,
it was necessary to multiply the gradient by a constant to keep it small in
order to guarantee the convergence. This constant, that we will denote
by η, it is called the learning rate. In this example η = 10−5.

Notice the great increase of the number of iterations necessary to pro-
duce a reasonable approximation when compared with uni-dimensional
case. One other point that deserves some care, and it follows in parallel
with uni-dimensional case, at every iteration we have need to correct the
direction to proceed. This comes from the fact that we want to find a
point that is not a local maximum or minimum. Because of this, we are
producing a kind of bisection. This would not be necessary and possible
in the case we were trying to find the a local extreme; first because we
would just moving in the direction of the gradient and, second, using
our method, we were getting an overflow because the gradient would be
moving near the null vector.

Being aware of these caveats, from the previous examples we can ex-
tract valuable insights to proceed to the more general problem of doing
the same thing in an Artificial Neural Network.

Before we proceed, we need to introduce and fix some technical nota-
tion. This is done in the next section.
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4. Loss and activation functions

Given two probability functions p = (p1, . . . , pn) and q = (q1, . . . , qn) we
call the Kullback-Liebler divergence to

DKL(p, q) =
∑
∀k
pk log

(
pk
qk
)
)
=
∑
∀k
pk logpk −

∑
∀k
pk logqk.

From the previous definition it is obvious that if pk = qk for all k
thenDKL(p, q) = 0. The Kullback-Liebler divergence can thus be thought
as a distance between probability measures. From the fact thatDKL(p, q)
is a convex function (see [1]) and, once fixed the probability function p,
the only part of the Kullback-Liebler divergence that changes is the so
called cross entropy of p and q, defined by the quantity

CE(p, q) = Ep(− logq) = −
n∑
k=1

pk log(qk).

So minimizing the Kullback-Liebler divergence it is equivalent to min-
imize the cross entropy. In our context, the probability function p is
the exact observed distribution and q is the model generated distribution.
Fixed p, we will call the cross entropy loss function to

CE(q) = −
n∑
k=1

pk logqk.

As we will have the opportunity to see later, when q is the result of
the application of the softmax to a vector z, the gradient of CE applied
directly to z will result in a computational stable derivative.

If as output of the ANN we want to assign probabilities, the natural
choice is the Softmax activation. Given a vector z = (z1, . . . , zn) ∈ Rn we
define the softmax function S(z) as

S(z) = (σ1(z), . . . , σn(z)),

where each function σp(z) is given by

σp(z) =
ezp∑n
k=1 ezk

.

If δkp is the Kronecker’s delta, it is straightforward to show that

∂σp(z)
∂zk

= σp(z)(δkp − σk(z)).

The next example computes the Jacobian for a softmax defined in R2.

Example 4. Suppose that z = (z1, z2) ∈ R2. The jacobian of S at z is

JS(z) =
[
−σ1(z)(1− σ1(z)) −σ1(z)σ2(z)
−σ1(z)σ2(z) −σ2(z)(1− σ2(z))

]
.

If z = (1.9,1.1) then S(z) = (0.68997448,0.31002552) and

JS(z) =
[

0.2139097 −0.2139097
−0.2139097 0.2139097

]
.
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Finally, we define the Rectified Linear Unit (ReLU) function as

ReLU(z) =max{0, z} = z+.

5. Moving Forward in an Artificial Neural Network

We will define now a very simple ANN with a 2-dimensional input vec-
tor, with one hidden layer with 2 nodes, activated by ReLU and a 2-
dimensional vector output activated by the softmax. As cost function,
we use the cross entropy loss function.

Consider the 2 by 2 matrices A = [ai,j] and B = [bi,j] as weight
matrices and the 2 by 1 bias matrices

Λ = [λ1

λ2

]
, Ξ = [ξ1

ξ2

]
.

All the entries of these matrices have a random initialization. If x =
[x1 x2]T is the input vector, then

y = FA(x) = Ax +Λa
[
y1

y2

]
=
[
a11 a12

a21 a22

][
x1

x2

]
+
[
λ1

λ2

]
.

Applying the ReLU to the y vector we obtain the values of the nodes of
the hidden layer φ = [φ1 φ2]T

φ = ReLU(y)a
[
φ1

φ2

]
=
[
y+1
y+2

]
.

We use then φ as the input vector to the second layer doing

z = FB(φ)+ Ξa
[
z1

z2

]
=
[
b11 b12

b21 b22

][
φ1

φ2

]
+
[
ξ1

ξ2

]
.

Finally, to get the output of the ANN we apply the softmax to z to obtain
the output vector σ

σ = S(z)a
[
σ1(z)
σ2(z)

]
=
[ ez1

ez1+ez2
ez2

ez1+ez2

]

If the exact output is (f1, f2) we compute then the cost function at
(σ1, σ2)

CE(σ1, σ2) = −
1
2
(f1 logσ1 + (1− f1) log(1− σ1)+

+f2 logσ2 + (1− f2) log(1− σ2)).

What we just did was to shoot a vector x along the neural networks,
producing as final output the vector σ . What we are going to do now is
to go back and correct the parameters of our model aij , bij , λi and ξi.
We are going to do this using the gradient descent. We want to minimize
the value of the loss function and so, in opposition to what happened in
the examples in sections 2 and 3, we can just be guided by the gradient
because the loss function that we are considering is convex.
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6. Updating Backwards

It seems natural that the first parameters that we are going to update
are the entries of the matrices B and Ξ. Because the reasoning is exactly
the same for all the entries of these matrices, we will detail one of those
calculations and extrapolate the others.

To update the value of b11 we compute the partial derivative of CE
in order to b11. However, CE depends on b11 through σ1 and σ2. On
the other hand both σ1 and σ2 depend on b11 through z1. Indeed,
∂z1/∂b11 = φ1. Schematically, we can summarize the process by

∂ CE
∂b11

= ∂ CE
∂σ1

∂σ1

∂b11
+ ∂ CE
∂σ2

∂σ2

∂b11
= ∂ CE
∂σ1

∂σ1

∂z1

∂z1

∂b11
+ ∂ CE
∂σ2

∂σ2

∂z1

∂z1

∂b11
.

Doing exactly the same thing for the other entries of the matrices B
and Ξ is a boring process. However, there is an abstract formulation that
will help us to put everything in the right places. Consider the matrixM∗

M∗ =
[
∂ CE
∂σ1

∂σ1
∂z1
+ ∂ CE
∂σ2

∂σ2
∂z1

∂ CE
∂σ1

∂σ1
∂z2
+ ∂ CE
∂σ2

∂σ2
∂z2

]
=
[
B1 B2

]
.

This matrix may be decomposed as the product of two matrices M and
D given by

M =
[
∂ CE
∂σ1

∂ CE
∂σ2

]
and D =

∂σ1
∂z1

∂σ1
∂z2

∂σ2
∂z1

∂σ2
∂z2

 . (3)

Define the matrices M−1 and L−1 defined by

M−1 =
[
B1 0
0 B2

]
and L−1 =

 ∂z1
∂b11

∂z1
∂b12

∂z1
∂ξ1

∂z2
∂b21

∂z2
∂b22

∂z2
∂ξ2

 . (4)

The update of [B|Ξ], that is the result of appending Ξ as a third col-
umn to the matrix B, for a learning rate η, is done by

δ[B|Ξ] = −η ·M−1 L−1.

Once we have updated the matrices B and Ξ, we can continue back-
wards to update A and Λ. This will follow the same pattern of the first
layer with one subtlety: in our chain of derivatives, to reach the entries
of the matrix A and Λ, we have to compute the derivatives of z in order
to φ

∂z1

∂φ1
= b11 and

∂z2

∂φ2
= b22.

Note that these are the values already updated. Using the same reason-
ing while we were computing the derivatives for the last layer,

∂ CE
∂a11

= ∂ CE
∂σ1

∂σ1

∂z1

∂z1

∂φ1

∂φ1

∂y1

∂y1

∂a11
+ ∂ CE
∂σ2

∂σ2

∂z1

∂z1

∂φ1

∂φ1

∂y1

∂y1

∂a11
.

Exactly the same method is applied to all the other entries. This compu-
tations would be unmanageable if we do not use a matrix formulation
as before.
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In addition to the matrixM−1 defined above we need also new matrices
Dφ and Dy defined by

Dφ =
 ∂z1
∂φ1

∂z1
∂φ2

∂z2
∂φ1

∂z2
∂φ2

 and Dy =
∂φ1
∂y1

0

0 ∂φ2
∂y2

 , (5)

and a matrix L−2, with the same structure type of L−1, defined by

L−2 =
 ∂y1
∂a11

∂y1
∂a12

∂y1
∂λ1

∂y2
∂a21

∂y2
∂a22

∂y2
∂λ2

 . (6)

The update of [A|Λ], in similar fashion of the update of [B|Ξ], is
computed by adding it to

δ[A|Λ] = −η ·M−1DφDy L−2.

Joining both increments we will have the online algorithm doing se-
quentially (and not in parallel)

[B|Ξ]1 =[B|Ξ]0 + δ[B|Ξ]0,
[A|Λ]1 =[A|Λ]0 + δ[A|Λ]0. (7)

These equations summarize the Backprop Algorithm for an Artificial
Neural Network with one hidden layer. For the activation functions de-
fined in section 4 these equations will be calculated as follows.

The matrices M and D2 in (3) will be given by

M =− 1
2

[
f1
σ1
− 1−f1

1−σ1

f2
σ2
− 1−f2

1−σ2

]
,

D =
[
σ1(1− σ1) −σ1σ2

−σ1σ2 σ2(1− σ2)

]
.

(8)

The matrix L2 in (4) is much more simple because it contains only deriva-
tives of affine expressions

L−1 =

φ1 φ2 1
φ1 φ2 1
φ1 φ2 1

 . (9)

On the other hand, containing the derivative of ReLU, the matrix D0

in (5) will be a diagonal matrix with 0’s and 1’s in the diagonal, while
in (5) Dφ = B, Dy is a diagonal matrix only with 0’s and 1’s in the diago-
nal and L−2 in (6) will be

L−2 =

x1 x2 1
x1 x2 1
x1 x2 1

 . (10)

What we have done so far was a very simple case and one that is a bit
artificial. First of all, the structure of the ANN does not need to have the
same nodes in all the layers. Second, the use of the Softmax as activation
function in the last layer is mainly used for classifications problems (see
section 4). To perform a classification with Softmax with two outputs is
equivalent to use a logistic activation with a single output because the
second output will be the probability of the complement.
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Being so, consider a more general ANN who receives as input a vector
x ∈ R4 that is sent to y ∈ R5 by

y = Ax +Λ,
where A ∈M5×4 and Λ ∈M5×1. Then y is activated by a function φ (in
the case we were considering above the ReLU) and this will be the output
of the first layer.

Then the vector φ is sent to z ∈ R3 by the affine transformation

z = Bφ+ Ξ,
where B ∈ M3×5 and Λ ∈ M3×1. The output of the ANN will be the
vector σ ∈ R3 by, in our case, producing the activation of z through
the Softmax. The performance of the output is measured by the loss
function (in our case the cross entropy).

The backprop of the first layer will be computed as follows. The ma-
trices M and D in (3) will be simply

M = ∇CE(σ), D = Jσ (z) with MD =
[
B1 B2 B3

]
.

Hence the matrix M−1, in this case, will be given by

M−1 =

B1 0 0
0 B2 0
0 0 B3

 .
If we represent by ∂z/∂b and the ∂z/∂ξ as the matrices of partial deriva-
tives

∂z
∂b
=
[ ∂zk
∂bkj

]
and

∂zk
∂ξ
=
[
∂zk
∂ξk

]
,

the matrix L−1 will be the join of these two matrices

L−1 =
[
∂z
∂b

∣∣∣∂z
∂ξ

]
=

φ1 φ2 φ3 φ4 φ5 1
φ1 φ2 φ3 φ4 φ5 1
φ1 φ2 φ3 φ4 φ5 1

 .
for a given learning rate η, the update matrix δ[B|Ξ]0 in (7) is

δ[B|Ξ]0 = −ηM−1 L−1.

Proceeding to the second layer, by definition Jz(b) = B, the product
of MDB yields[

B1 B2 B3

]
B =

[
C1 C2 C3 C4 C5

]
.

The matrixM−2 is a diagonal matrix whose entries are precisely the com-
ponents of the vector (C1, C2, C3, C4, C5). We also need to compute the
jacobian Jφ(y). For the activation function that we are considering, the
ReLU, this matrix will be diagonal, whose entries will be 0 or 1. Similar
to L−1, we have

L−2 =
[
∂y
∂a

∣∣∣∂y
∂λ

]
=


x1 x2 x3 x4 1
x1 x2 x3 x4 1
x1 x2 x3 x4 1
x1 x2 x3 x4 1
x1 x2 x3 x4 1

 .
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We will have finally,

δ[A|Λ]0 = −ηM−2 Jφ(y)L−2.

The Backprop Algorithm for this Artificial Neural Network will be
as usual

[B|Ξ]1 =[B|Ξ]0 + δ[B|Ξ]0
[A|Λ]1 =[A|Λ]0 + δ[A|Λ]0.

7. Generalizations

7.1. ANN with one hidden layer. We will now generalize what we have
done, keeping the same structure, one hidden layer, but increasing the
dimensions of the input vector, the hidden layer and the output vector
to the following

x =


x1
...
xd

 ,φ =

φ1
...
φu

 and σ =


σ1
...
σv

 . (11)

The sequence of transformations from the input x, through φ until
reach σ is done

y = Ax +Λ,
where A ∈ Mu×d and Λ ∈ Mu×1. Then φ = ReLU(y). We compute z
through the affine transformation

z = Bφ+ Ξ,
with B ∈Mv×u and Ξ ∈Mv×1. Finally σ = Softmax(z).

From the intuition gained from the previous examples, we can now
give a general formulation of the Backprop for this general framework.
As before, let

∇CE(σ) · Jσ (z) =
[
B1 . . . Bv

]
. (12)

The diagonal matrix matrix M−1 = diag(B1, . . . , Bv). The matrix L−1 ∈
Mv×(u+1) is given by

L−1 =


φ1 · · · φu 1
...

. . .
...

...
φ1 · · · φu 1

 . (13)

From (12) and (13), from a specified learning rate η, we can compute the
update of the B and Ξ matrices

δ[B|Ξ]0 = −η ·M−1 L−1. (14)

For the second layer, because ∂z/∂φ = B, we compute the product[
B1 . . . Bv

]
· B =

[
C1 · · · Cu

]
,

from which we can compute the matrix M−2 = diag(C1, . . . , Cu). The
matrix L−2 ∈Mu×(d+1) is

L−2 =


x1 · · · xd 1
...

. . .
...

...
x1 · · · xd 1

 .
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Then, the update of the parameters of the first layer is

δ[A|Λ]0 = −η ·M−2 Jφ(y)L−2. (15)

Combining (14) and (15) we have the general Backprop

[B|Ξ]1 =[B|Ξ]0 + δ[B|Ξ]0,
[A|Λ]1 =[A|Λ]0 + δ[A|Λ]0. (16)

We have now the necessary abstraction to deal with the most impor-
tant generalization from the point we stand adding another hidden layer.
We will follow the same principle used in sections 2 and 3, where we con-
sider a previous function as a middle layer of the chain rule.

7.2. Adding another hidden layer. Suppose now that we have an ANN
with more than one hidden layer. To attack this problem we can simply
consider the input vector x in (11) as an output of a previous layer.
With A and B already updated in (16), using the fact that Jz(φ) = B and
Jy(x) = A, we have

∇CE(σ) Jσ (z)B Jφ(y)A =
[
D1 · · · Dd

]
. (17)

Adding an input layer before the one considered before, that receives
the as input vector (w1, . . . ,wl) such that γ ∈ Rd is, for some matrix C ∈
Md×l and Ψ ∈Md×1, and activation function ϕ,

x =ϕ(Cγ + Ψ).
From the same reasoning presented before, the update of the matrices C
and Ψ is done by computing

M−3 =diag(D1, . . . ,Dd),

L−3 =


w1 · · · wl 1
...

. . .
...

...
w1 · · · wl 1

 . (18)

We have then δ[C|Ψ]0 = −ηM−3 Jϕ(γ)L−3, from which we Backprop
this layer doing

[C|Ψ]1 = [C|Ψ]0 + δ[C|Ψ]0. (19)

8. Applications

In the several cases that we considered in this text, the output layer
of the ANN was computed through the Softmax. This choice is natural
since it gives a probability function over the possible outcomes. In very
particular situations we may be able to produce some optimization in
the process.

In the case of the Softmax, we can compute directly the derivatives of
the loss function in order to the variables z instead of σ . Moreover, if
for a fixed array f = (f1, . . . , fv), the loss function is given as

L(σ1, . . . , σv) = −
∑
∀i
fi log(σi),
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by the chain rule we can compute easily the partial derivatives of L in
order of the variables z1, . . . , zv , doing

∂L
∂zk

= −
∑
∀i
fi
∂ log(σi)
∂zk

= −fk
d logσk
dσk

∂σk
∂zk

−
∑
i≠k
−fi

d logσi
dσi

∂σi
∂zk

.

By the properties of the derivatives of the Softmax deduced in section 4,
the equation above is equivalent to have

∂L
∂zk

= −fk(1− σk)+
∑
i≠k
fiσk = σk − fk,

because the sum of all elements of f is equal to 1. This makes the matrix
M−1 = diag(B1, . . . , Bv) in (12) simply

M−1 =


σ1 − f1 0 · · · 0

0 σ2 − f2 · · · 0
...

. . .
...

...
0 · · · 0 σv − fv

 .
This result improves the efficiency of the Backprop, avoid an huge num-
ber of operations over big trainning sets.
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